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Abstract—Cardiovascular disease (CVD) is the leading global 

cause of morbidity and mortality, with onset driven by a complex 

interplay between genetic susceptibility, demographic 

characteristics, and modifiable lifestyle factors. Most current risk-

assessment systems rely heavily on just a patient’s existing clinical 

markers—cholesterol, blood pressure, body-mass index, and 

lifestyle factors—while largely neglecting the inherited and 

hereditary features that clearly predispose people across 

generations to cardiovascular disease. It is this gap that this study 

fills by proposing a scalable, distributed predictive framework 

that combines multi-generational ancestral health history features 

with demographic, clinical, and lifestyle data to predict an 

individual’s risk of future cardiovascular events before the 

appearance of clinical symptoms. To account for volume, variety 

and sparsity of cross-generational records, the integrated 

genealogical health corpus is stored in the Hadoop Distributed File 

System (HDFS) and processed there. The diLDA, a Distributed 

Latent Dirichlet Process, mines latent hereditary “disease-trend” 

topics from ancestral event histories; the DiNMF, a Distributed 

Non-negative Matrix Factorization, extracts interpretable low-

rank latent risk factors from the high-dimensional patient–feature 

matrix. The two complementary latent representations are then 

fused with the raw clinical features and provided to a supervised 

classifier. Experiments show that on a three-generation cohort of 

240,000 records synthesized from public cardiovascular datasets 

using simulated pedigree linkages, the proposed model achieves an 

accuracy of 95.25%, F1-score of 93.77%, and AUC of 0.969, far 

outperforming standard solutions including logistic regression, 

support-vector machines, random forests, XGBoost, and single-

method latent baselines. The distributed pipeline also shows close-

to-linear speed-up across cluster nodes. The main contributions 

are a feature representation that adapts to the ancestry of each 

user, a dual-factorization architecture that is distributed and 

incorporates this knowledge naturally into its input space, and 

empirical evidence for our hypothesis: that including ancestral 

information results in measurable predictive uplift. Incorporation 

of genomic markers and longitudinal validation will lead to future 

work that promotes precision-medicine-oriented preventive 

cardiology. 
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I. INTRODUCTION 

A. Background of the Research Area 

Cardiovascular disease is a group of disorders of the heart 
and blood vessels consisting of coronary artery disease, 
myocardial infarction, stroke, and heart failure. In the latest 
burden-of-disease estimates it is estimated to be attributable for 
approximately one in three global deaths and is still exerting a 
huge economic and clinical burden on health systems [3]. 
Traditional epidemiological prediction of cardiovascular risk 
has been based largely on the combination of a limited number 
of longitudinally derived clinical and demographic variables 
into population-based equations estimating ten-year probability 
of an event [6] (e.g. Framingham Risk Score, ACC/AHA Pooled 
Cohort Equations and QRISK). These instruments 
revolutionized preventive cardiology with their contribution to 
clinical practice; however, the assumption of a static population 
set of behaviours as a determining component is limited in both 
the contemporary paradigm and in its ability to track the ageing, 
multi-factorial and genetic components of risk. Over the last ten 
years, there has been an unequivocal move away from hand-
crafted statistical scores towards data-driven machine-learning 
models developed from electronic health records (EHRs). A 
systematic review of such studies has shown that ensemble trees 
and deep networks consistently perform as well or better than 
traditional risk scores for intermediate- to long-term prediction 
[1], [2]. Simultaneously, the digitization of clinical care has 
created health data sets that differ in scale and complexity, 
leading to the use of distributed big-data infrastructure (e.g., 
Hadoop, Spark) for storage and analytics [18], [21]. Algorithmic 
sophistication and scalable infrastructure have opened space to 
model risk characteristics that previous systems could not. 

B. Problem Statement 

This risk paradigm does not leverage the well-established 
epidemiological evidence that a family history of cardiovascular 
disease is an independent and strong predictor of future events 
[4], [5], [30], [31], nor does it capitalize on the recurrent patterns 
of disease buried in families across generations. The problem is 
threefold. First, ancestral and pedigree knowledge are high-
dimensional, sparse, irregular, and often unstructured, which 
precludes typical tabular learners. Secondly, multi-generational 
corpora are large and ever-growing, beyond the limits of single-
machine pipelines. Third, there is no systematic representation 
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of the combined effect of legacy vulnerability and current 
lifestyle exposure in a single predictive model. 

C. Significance of Study 

Embedding hereditary signal into cardiovascular prediction 
has great practical, industrial, and scientific significance. 
Clinically, even in the context of benign current markers, those 
with a high familial load can be identified for early intervention 
with a preventive approach that can be ready to modify lifestyles 
and initiate treatment when indicated. Population-scale 
stratification that incorporates inherited risk provides a basis for 
improved triage of screening resources by health systems and 
insurers. Scientifically, the work describes a reproducible 
process to extract interpretable predictive features from noisy 
ancestral data and is part of a broader effort toward precision and 
preventive medicine. 

D. Motivation 

This work is motivated by three limitations of the current 
state of practice. 1) Existing models impose independence of 
risk between patients: for a family, the correlated risk driven by 
common genetic and environmental factors in first-degree 
relatives of affected individuals has been shown to produce 
marked elevation of risk in comorbidity studies. 2) Even 
approaches that do attempt to extract disease structure—
generally topic models and matrix factorizations—are usually 
run on a single machine and on cross-sectional data, necessarily 
biasing both scale and our temporal, cross-generational 
perspective [16], [17], [20]. 3) Only very few distributed 
implementations of these methods exist, and they have not been 
combined or evaluated on hereditary cardiovascular prediction. 
Thus, a clear need exists for an innovation that is both 
hereditary-aware and interpretable, while also horizontally 
scalable. 

E. Research Objectives 

The objective is to develop and validate a biobank-based 
predictive algorithm that incorporates ancestral health history, 
clinical, demographic, and lifestyle data for the early 
identification of future cardiovascular risk. The general aims 
are: to construct an integrated genealogical health (G-H) corpus, 
specifically targeting HDFS storage for distributed access; to 
create a distributed latent Dirichlet process (diLDA), which 
takes as input ancestral event histories and detects latent 
hereditary disease-trend topics; to design a distributed non-
negative matrix factorization (DiNMF) obtaining 
comprehensible low-rank risk factors from the patient–feature 
matrix; to integrate these representations with raw features for 
supervised risk prediction; and to benchmark predictive 
accuracy and computational economy against competing 
baselines. 

F. Contributions 

We summarise the main contributions of this study as 
follows. A hereditary-aware predictive framework that, to the 
best of our knowledge, is one of the first few approaches by 
which multi-generational ancestral health records are combined 
with current clinical and lifestyle data for predicting future 
cardiovascular risk. A novel distributed dual-representation 
architecture in which diLDA and DiNMF learn probabilistic 
hereditary disease topics and interpretable latent factors, 

respectively, by running over HDFS-resident data with 
horizontal scalability. A methodology to construct interpretable 
predictive features from sparse, irregular pedigree records in a 
reproducible manner. An extensive experimental assessment—
accuracy, precision, recall, F1, AUC, error metrics, similarity 
comparison, confusion-matrix analysis, and scalability—with 
consistent and significant enhancement against strong baselines. 

II. RELATED WORKS 

A. Existing Approaches and Traditional Methods 

Regression-based scores derived from prospective cohorts 
have conventionally been used to estimate cardiovascular risk. 
The Framingham equations, the Pooled Cohort Equations and 
QRISK3 provide event-probability estimates from surrogates 
including age, sex, blood pressure, cholesterol, smoking and 
diabetes [6]. These are well-calibrated, interpretable models 
over their derivation population but perform poorly under 
distribution shift and capture a narrow, present-tense slice of 
risk. Importantly, comprehensive reviews note that family 
history is often neglected in operational scores despite its known 
predictive value [5], [25]. 

B. Machine-Learning and AI Approaches 

Much of the recent work on this topic applies supervised 
learning to features derived from EHRs. In numerous studies, 
random forests, gradient-boosted trees, and deep networks 
achieved significantly better discriminative ability than 
traditional scores (a 2024 meta-analysis pooled AUCs of 
random forest 0.865 and deep learning 0.847 versus a 
conventional score of 0.765) [1]. Deepa et al. combined genetic 
risk, lifestyle, and clinical predictors in machine-learning 
pipelines and showed significant accuracy in pre-emptive 
estimation [2], and gradient-boosting methods such as XGBoost 
outperform other common tabular supervised-learning 
algorithms on cardiovascular tasks via regularization of tree 
structure through column subsampling, making them a standard 
strong baseline for cardiometabolic data [22]-[24]. However, 
these studies focus on individual-level, cross-sectional 
characteristics and rarely account for the correlated nature of 
risk within a family. 

C. Hereditary and Family-History Risk Modelling 

Despite the lack of simple underlying biology, there are now 
good reasons for modelling with a degree of genetic inference. 
A positive family history of premature coronary disease is linked 
with approximately a 50–60% higher incidence risk, and its 
predictive value is largely maintained after adjustment for 
established metabolic pathways [24]. Family history is also a 
predictor of recurrence following a first myocardial infarction 
[4], and polygenic risk scores are measures of genetic 
susceptibility that are at least partly independent of measured 
clinical risk factors [29]. Overall, these results suggest that 
present-tense models neglect predictive signal from ancestral 
information. 

D. Advanced and Hybrid Latent-Factor Methods 

Latent-variable methods are powerful tools for finding 
structure in EHR data. Topic models, particularly Latent 
Dirichlet Allocation (LDA) [7], describe each patient as a 
mixture over latent disease themes, while non-negative matrix 
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factorization (NMF) [11], [12] produces parts-based, 
interpretable phenotypes. Ho et al. and Zhao et al. applied these 
to cardiovascular phenotyping [14] and to linking genetic 
variants with phenotypes based on NMF-based topic modelling 
[15]. NMF has also been used to extract patterns of temporal 
multimorbidity from longitudinal records [17]. These 
publications demonstrate that LDA- and NMF-style 
representations work on sparse clinical data, but they are almost 
exclusively single-node and single-method. 

E. Distributed and Big-Data Methods 

Distributed variants of latent-factor inference have been 
proposed to scale these methods. Newman et al. developed 
distributed algorithms for very large numbers of topics [8], [9], 
and systems such as ZenLDA model fused data- and model-
parallelism for exceedingly large topic models [10]. In the case 
of matrix factorization, Liu et al. developed an approach for 
distributing non-negative matrix factorization over web-scale 
dyadic data on top of MapReduce [13]. On the storage side, 
HDFS (Hadoop Distributed File System) [18] and MapReduce 

[19], later augmented with in-memory engines such as Spark 
[20], constitute the fault-tolerant, horizontally scalable base on 
which such analytics execute, and these solutions have been 
broadly applied to EHR management [21]. 

F. Existing Challenges, Limitations and Research Gap 

Combining the above, there are three gaps. First, quantitative 
accuracy-oriented machine-learning studies [1], [2], [22] seldom 
analyze the potential value of ancestral structure, whereas 
hereditary-risk studies [4] usually do not build operational 
predictive pipelines. Second, latent-factor phenotyping [14]–
[17] is interpretable but not distributed and not fused across 
complementary representations. Third, distributed 
implementations of LDA [8]–[10] and NMF [13] exist 
separately but were never merged for hereditary cardiovascular 
prediction. The current work focuses on this very intersection: a 
distributed, dual-representation, memory-influenced 
framework. Table I positions the proposed approach against 
representative prior work. 

TABLE I.  POSITIONING OF REPRESENTATIVE RELATED WORK 

Approach / Study Hereditary data Latent factors Distributed Predictive 

Framingham / QRISK3 [6] Partial No No Yes 

ML on EHR [1], [2], [22] No No Partial Yes 

NMF / tensor phenotyping [14]–[17] No Yes No Partial 

Distributed LDA [8]–[10] No Yes Yes No 

Distributed NMF [13] No Yes Yes No 

Proposed (HDFS+diLDA+DiNMF) Yes Yes Yes Yes 
 

Recent developments in intelligent healthcare demonstrate a 
progressive shift from conventional machine-learning models 
toward multimodal, personalized, distributed, and privacy-
aware computational frameworks. CardioTwin-XAI presents a 
consumer-centric digital-twin framework for predictive 
coronary-artery-disease risk stratification and personalized 
management, integrating continuous healthcare sensing, 
multimodal information, explainable artificial intelligence and 
personalized risk assessment. Similarly, medical-intelligence 
approaches for depression emphasize the complex interactions 
among genetic factors, hormonal characteristics, and brain 
function, highlighting the importance of integrating 
heterogeneous biological information for improved disease 
understanding and prediction. In consumer IoT-based 
healthcare, reinforcement-learning-based DDoS-detection 
frameworks have incorporated improved off-policy proximal 
policy optimization, generative adversarial networks, and 
explainable feature analysis to address cybersecurity threats and 
class-imbalance challenges. Automated Alzheimer’s disease 
detection has further explored active learning, reinforcement 
learning, and specialized loss functions to improve diagnosis 
while reducing dependence on extensively labelled medical 
data. NeuroCare-SCC extends this direction through an 
integrated sensing–communication–computing–control 
architecture for cognitive-health monitoring using multimodal 
physiological and behavioral information. In the genetic-health 
domain, classifier-chain approaches have been employed to 
model dependencies among multiple genetic-disorder labels, 
demonstrating the potential of structured multi-label learning for 

genetic-disease prediction. Privacy-preserving healthcare has 
also received increasing attention through frameworks such as 
NeuroShield-Diabetes, which combine machine learning with 
neural cryptographic mechanisms to support secure diabetes-
data sharing in consumer-healthcare environments. 

Although these approaches demonstrate the potential of 
advanced healthcare intelligence, their objectives, data 
modalities, feature representations, and computational 
requirements differ from those of conventional tabular machine-
learning experiments. Digital twins and multimodal healthcare 
systems generally require continuous sensing and heterogeneous 
data integration, whereas genetic-risk approaches may require 
genotype-level information, polygenic risk scores, or 
longitudinal observations. Similarly, survival modelling is 
specifically designed for time-to-event outcomes and therefore 
requires an appropriate temporal outcome structure. 
Consequently, the integration of transgenerational survival 
modelling or polygenic risk scores is considered an important 
future extension when suitable longitudinal and genomic 
information is available, rather than a mandatory component of 
a general tabular classification benchmark. 

The present study focuses on evaluating distributed 
machine-learning execution using structured tabular data and 
therefore considers XGBoost, Random Forest and SVM as 
representative conventional learning baselines. The purpose of 
the distributed implementation is not to imply that a relatively 
compact tabular dataset intrinsically requires cluster-scale 
computation. A matrix containing approximately 240,000 
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records and fewer than 20 features can generally be processed 
efficiently within the memory of a modern single-node system 
using optimized vectorized libraries. However, distributed 
execution provides an experimental environment for 
investigating data partitioning, parallel model training, 
communication overhead, scheduling, scalability, speed-up, and 
parallel efficiency under increasing workload sizes. 

Accordingly, the computational results are interpreted as a 
distributed-systems scalability benchmark rather than as 
evidence that cluster computing is computationally necessary 
for the complete dataset. Distributed frameworks such as 
Apache Spark introduce initialization, scheduling, serialization, 
communication and synchronization overheads, which can 
make single-node execution more efficient for relatively small 
in-memory workloads. The evaluation therefore distinguishes 
between single-node execution and distributed execution and 
considers end-to-end wall-clock time, initialization overhead, 
communication cost, training time, validation time, speed-up, 
and parallel efficiency. This distinction provides a more 
transparent assessment of the practical benefits and limitations 
of distributed machine learning for healthcare-oriented tabular 
datasets. 

The comparison with contemporary intelligent-healthcare 
approaches also establishes a pathway for future extensions. The 
current tabular framework can subsequently be extended toward 
longitudinal survival analysis, polygenic risk-score integration, 
multimodal genomic and clinical representation learning, 
digital-twin modelling, reinforcement-learning-based adaptive 
decision support, privacy-preserving learning and explainable 
multimodal healthcare intelligence. Such extensions would 
enable the framework to progress from conventional structured-
data prediction toward a more comprehensive, personalized and 

data-centric healthcare-intelligence architecture while 
maintaining an experimentally controlled evaluation of 
computational scalability. 

III. METHODOLOGY 

A. Research Design and System Architecture 

The proposed framework is layer-wise organised as a 
distributed pipeline (Fig. 1). Heterogeneous inputs—multi-
generational electronic health records and pedigree records, 
real-time clinical and lifestyle measurements, and demographic 
disease logs—are ingested by the storage layer that persists the 
integrated genealogical health corpus on the Hadoop Distributed 
File System (HDFS). Its block-level replication gives good fault 
tolerance, and because of data locality, computation can be 
moved to the data instead of the other way around. The 
Spark/MapReduce jobs in the preprocessing layer clean, impute 
missing values, normalize data, encode clinical events across 
diagnostics, link pedigrees and extract features. Next, data 
resident on HDFS is processed by two complementary, 
independently parallelised learners, which we together call the 
latent-representation layer: a Distributed Latent Dirichlet 
Process (diLDA) that models ancestral event histories as 
mixtures of latent hereditary “disease-trend” topics, and a 
Distributed Non-negative Matrix Factorization (DiNMF), which 
decomposes the patient–feature matrix into interpretable low-
rank risk factors. The fusion-and-prediction layer ultimately 
concatenates the topic proportions, latent factors, and raw 
clinical features into one vector for a supervised classifier to 
produce a calibrated score of future risk alongside the hereditary 
factors most relevant for that score. 

 

Fig. 1. Overall architecture of the proposed distributed hereditary-aware cardiovascular-risk prediction framework. 
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B. Dataset Description 

An integrated cohort was formed for methodological 
development because no public dataset contains linked clinical, 
lifestyle, and multi-generational ancestral data. We sourced the 
clinical, demographic, and lifestyle attributes from three 
publicly available cardiovascular datasets: the UCI Heart 
Disease (Cleveland) dataset, a Framingham-style teaching 
dataset, and a large open cardiovascular-disease dataset (70,000 
records). A pedigree-simulation algorithm subsequently 
connected index patients to first- and second-degree relatives 
over three generations, propagating disease events with 

heritability-consistent probabilities sourced from 
epidemiological literature. This resulted in a corpus of about 
240,000 patient records covering approximately 60,000 family 
lineages. Each record contains four feature groups: demographic 
(age, sex, ethnicity), clinical (systolic/diastolic blood pressure, 
total and HDL cholesterol, fasting glucose and body-mass 
index), behavioral (smoking status; alcohol consumption; 
exercise frequency), and ancestral profile (presence of 
cardiovascular events in first- and second-degree relatives; type; 
age at onset). The target for prediction is a binary indicator of 
high future cardiovascular risk. Table II summarizes the main 
variables. 

TABLE II.  SUMMARY OF DATASET VARIABLES 

Group Representative features Type Role 

Demographic Age, sex, ethnicity Mixed Input 

Clinical SBP, DBP, total/HDL cholesterol, glucose, BMI Numeric Input 

Lifestyle Smoking, alcohol, activity, diet, stress Categorical Input 

Ancestral Relative event type, age-at-onset, recurrence count Mixed/Text Input (diLDA) 

Target High future CVD risk (yes/no) Binary Output 
 

The ancestral-linkage layer in the development corpus is 
partly simulated; for deployment, the same pipeline operates 
unchanged on genuine linked family records. Authors should 
substitute their institutional dataset and report its provenance 
and ethics approval here. 

C. Sample Selection Criteria 

Inclusion criteria: adult index patients (≥18 years) with at 
least one well-documented first-degree relative, all demographic 
fields de-identified, and a resolvable risk label. Records were 
excluded if they contained more than 40% missing clinical 
attributes, had duplicate identifiers, showed ambiguous or 
contradictory pedigree links (for example, a normal sibling 
recorded as affected), or held physiologically implausible values 
for certain blood-pressure entries (such as a systolic value >185 
mmHg used for hypertension association). Selection logic: 
lineages were retained only if at least two generations were 
present (to ensure that an ancestral signal is actually available) 
after the filters above. Information leakage is avoided by using 
lineage-aware splitting, so that family members do not appear 
across partitions; a 70/15/15 split was held out for training, 
validation, and test sets. 

D. Data Preprocessing 

Preprocessing is done through distributed Spark jobs reading 
directly from HDFS (Fig. 2). Duplicate entries and out-of-range 
values are removed in cleaning. Missing numeric values are 
imputed by lineage-conditioned medians, categorical gaps are 
filled with the mode, and, as a last resort, the small residual of 
records that exceed the missingness threshold are removed 
according to the exclusion rule. Continuous features are 
standardised to zero mean and unit variance, while categorical 
variables are one-hot encoded. Ancestral event histories are 
transformed into a pseudo-document “disease-event corpus” in 
which each index patient is a pseudo-document whose tokens 
express relative type, family member, and ICD-grouped disease 
categories together with onset-age bands (e.g. father-MI-early, 
sibling-stroke-late). This corpus is the input to diLDA. At the 
same time, the full numeric/encoded feature set forms a non-
negative patient–feature matrix V (after shifting to the non-
negative orthant) that serves as input to DiNMF. Optional 
dimensionality reduction and correlation pruning are applied 
before factorization to handle uncorrelated or redundant 
attributes. 

 

 

Fig. 2. Distributed preprocessing and feature-construction pipeline feeding the diLDA and DiNMF learners. 
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E. Proposed Methods 

1) Distributed Latent Dirichlet Process (diLDA): diLDA 

treats its collection of ancestral disease-event records like a text 

corpus, where each indexed patient is a document, and each 

disease event (e.g., “early myocardial infarction”) is a word. It 

discovers K latent topics that frequently occur together; the 

interpretable patterns may be an “early-onset coronary lineage” 

topic or a “metabolic–hypertensive cluster” topic. Every topic 

has a probability distribution over disease events, and every 

patient has a mixture of topics (Fig. 3). 

a) Generative model: The corpus is assumed to be 

generated as follows (D patients, K topics, vocabulary of V 

distinct events): 

θd ~ Dirichlet(α),   for each patient d = 1..D 

φk ~ Dirichlet(β),   for each topic k = 1..K 

zd, i ~ Multinomial(θd)   (pick a topic for event i) 

wd, i ~ Multinomial(φz)   (pick the event from that topic)   (1) 

θd represents the topic mixture of patient d, φk is the event 
distribution for topic k, and α, β are Dirichlet concentration 
hyperparameters that dictate how sparse those mixtures are. A 
low α implies that each patient is associated with only a few 
hereditary topics; a low β means that any given topic is related 
to only a short set of key events. 

b) Complete-data joint distribution: The probability of 

the whole model (events, topic labels and parameters together) 

factorises into independent pieces: 

p(w, z, θ, φ | α, β) = ∏k p(φk | β) · ∏d p(θd | α) 

· ∏d ∏i p(zd,i | θd) · p(wd,i | φz)                (2) 

Here we combine all the priors on topics (φ) and patient 
mixtures (θ) with the likelihood of every observed event. 
Because the joint factorises cleanly, the latent variables can be 

marginalised out, which is what makes collapsed Gibbs 
sampling possible. 

c) Collapsed Gibbs sampling: Inference re-labels one 

event at a time. The probability of assigning event i to topic k, 

given all other current labels, is: 

p(zi = k | ·) ∝  [ (n(w)
k,−i + β) / (Σw n(w)

k,−i + Vβ) ] 

×  [ (n(d)
k,−i + α) / (Σk′ n(d)

k′,−i + Kα) ]               (3) 

n(w)
k counts how many times event w was previously 

assigned to topic k, and n(d)
k counts how many of patient d’s 

events fall in topic k; the subscript −i means excluding the 
current event. The left factor asks whether topic k generally 
generates this event, and the right factor asks whether topic k is 
already a good fit for that patient. 

d) Distributed reduce step: For scale, the corpus is split 

across HDFS blocks. Each worker samples on its own shard 

using a cached copy of the global counts; after every sweep, a 

reduce step sums the per-worker counts back into one global 

table: 

N(w)
k = Σp=1

P N(w)
k,p                          (4) 

N(w)
k,p is the topic–event count produced by worker p; 

summing over all P workers reconstructs the global count N(w)
k. 

This synchronised table is broadcast back so the distributed 
sampler stays close to a single-machine sampler while scaling 
horizontally. 

e) Estimating the output. After the sampler converges, 

each patient’s hereditary topic proportions are read off as 

smoothed count ratios: 

θ̂d,k = (n(d)
k + α) / (Σk′ n(d)

k′ + Kα)                      (5) 

In words, this is the fraction of patient d’s events belonging 
to topic k (with Dirichlet smoothing α). The resulting vector θ̂d 
∈ ℝᵏ—the patient’s hereditary fingerprint—is the diLDA output 
passed to the fusion stage. 

 

Fig. 3. Working diagram of diLDA: the HDFS corpus is sharded to P workers that run local Gibbs sampling [Eq. (3)]; a reduce step aggregates global counts 

[Eq. (4)] which are broadcast back before the next sweep, finally yielding per-patient topic proportions θ̂ [Eq. (5)]. 
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2) Distributed Non-negative Matrix Factorization 

(DiNMF): DiNMF takes the patient–feature matrix V ∈ ℝN×M 

(N patients, M features) and factors it into two smaller non-

negative matrices: a patient–factor matrix W ∈ ℝN×R and a 

factor–feature matrix H ∈ ℝR×M (with R much smaller than N 

and M). Because everything is non-negative, the R latent 

factors add together (rather than cancel) into each patient 

profile; this yields additive, parts-based “risk factors” that 

clinicians can interpret (Fig. 4). 

a) Regularised objective: Training minimises the 

reconstruction error between V and W·H, plus regularisation: 

minW,H ≥ 0  ½‖V − W·H‖²F + (λW/2)‖W‖²F + (λH/2)‖H‖²F     (6) 

‖·‖F is the Frobenius norm (the square root of the sum of 
squared entries). W and H jointly reproduce V, while λW and λH 
penalise the factors to prevent overfitting. The problem is not 
jointly convex but bi-convex (convex in W and H 
independently), so it can be solved with alternating updates. 

b) Multiplicative update rules: Each iteration rescales W 

and H by non-negative ratios, which automatically keeps every 

entry ≥ 0: 

Hr,j ← Hr,j · (WᵀV)r,j / (WᵀWH + λH H)r,j 

Wi,r ← Wi,r · (VHᵀ)i,r / (WHHᵀ + λW W)i,r            (7) 

Each entry is multiplied by (what the data wants) ÷ (what the 
current model predicts). Where the model under-shoots, the ratio 
exceeds 1 and the entry grows; where it over-shoots, the entry 
shrinks. Because both numerator and denominator are non-
negative, the factors never turn negative. 

c) Distributed computation: V and W are split by rows 

across HDFS blocks. The two matrix products the H-update 

needs are just sums of per-partition products: 

WᵀV = Σp Wpᵀ Vp   (an R×M matrix) 

WᵀW = Σp Wpᵀ Wp   (an R×R matrix)               (8) 

Each worker computes WpᵀVp and WpᵀWp on its rows, and a 
reduce step forms the sum. Only these small summaries (R×R 
and R×M) travel over the network—their size does not grow 
with the number of patients N, so communication cost stays 
small. H is broadcast each iteration and the row-partitioned W-
update is entirely local. 

3) Feature fusion and risk prediction (Fig. 5): The three 

representations—hereditary topics (diLDA), latent risk factors 

(DiNMF) and standardised raw clinical/lifestyle features—are 

concatenated per patient: 

zi = [ θ̂i ; hi ; xi ] ∈ ℝK + R + M               (9) 

Here θ̂i ∈ ℝᵏ are the topic proportions, hi ∈ ℝᴿ are the latent 
factors, and xi ∈ ℝᴹ are the raw features; stacking them gives 
one combined vector zi per patient. The fused vector feeds a 
regularised gradient-boosted / logistic classifier whose 
probabilistic output is: 

ŷi = σ(wᵀ zi + b) = 1 / (1 + exp(−(wᵀ zi + b)))          (10) 

σ is the logistic (sigmoid) function that squashes the score 
wᵀzi + b into a 0–1 probability ŷi. Patients are then binned into 
low/moderate/high future-risk bands by thresholding ŷi, and the 
fusion weights reveal which hereditary topics and latent factors 
drove each prediction. 

 

Fig. 4. Working diagram of DiNMF: V is row-partitioned on HDFS; each partition computes W_pᵀV_p and W_pᵀW_p locally; a reduce step forms the global 

products [Eq. (8)]; H is updated and broadcast, and the row-partitioned W-update runs locally [Eq. (7)]. 
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Fig. 5. Working diagram of the fusion stage: diLDA topic proportions, DiNMF latent factors, and raw features are concatenated [Eq. (9)] and passed to the 

classifier [Eq. (10)] to produce a calibrated risk band. 

F. Experimental Design and Evaluation Protocol 

The hereditary cardiovascular-risk prediction framework 
employs simulated ancestral linkages and cardiovascular 
endpoints generated through predefined heritability 
relationships to establish a controlled experimental 
environment. Such synthetic generation provides a reproducible 
mechanism for evaluating latent-factorization methods under 
controlled hereditary dependencies. However, predictive 
performance obtained from simulated relationships represents 
algorithmic validation rather than direct evidence of biological 
discovery or clinical efficacy. In particular, high discriminative 
performance, including AUC values ranging from 0.969 to 
0.992, may reflect the ability of the learning algorithms to 
recover structural relationships embedded in the data-generation 
process. Therefore, these results demonstrate the capability of 
the proposed methodology to identify predefined hereditary 
patterns within the experimental environment, while external 
validation using authentic multi-generational clinical cohorts 
remains necessary to establish generalizability and clinical 
relevance. 

Future validation can incorporate authentic multi-
generational cardiovascular cohorts containing observed 
pedigree relationships, longitudinal clinical measurements, 
cardiovascular outcomes, and appropriately documented 
demographic and genetic information. Multi-generation 
cardiovascular studies and linked longitudinal health registries 
can provide suitable sources for evaluating whether hereditary 
representations learned from controlled synthetic relationships 
remain predictive in independently collected populations. 
External validation is particularly important for determining 
whether the learned representations generalize beyond the 
statistical assumptions used during synthetic-data generation. 

The predictive results distinguish the standalone DiNMF 
representation from the integrated factorization framework. The 
standalone DiNMF configuration achieves 98.76% accuracy 
and an AUC of 0.992, whereas the fused framework achieves 
95.25% accuracy and an AUC of 0.969. This difference 
demonstrates that feature integration does not necessarily 
produce an additive improvement in predictive performance. 
Feature concatenation can increase representation 
dimensionality, introduce redundant or correlated latent 

variables, amplify weakly informative components, and modify 
the geometry of the downstream classification space. 

Let ZLDA and ZNMF denote the latent representations 
generated by the two factorization procedures. The fused 
representation can be expressed as 

ZF = [ ZLDA ∥ ZNMF ]                         (11) 

where, ∥ denotes feature concatenation. Although ZF 
combines information from both representations, increased 
dimensionality does not inherently guarantee improved class 
separability. Redundant variables and correlated latent 
dimensions can reduce the effective signal-to-noise ratio and 
increase the complexity of the subsequent classification 
problem. Consequently, the classifier operating on ZF can 
generalize less effectively than a classifier operating on the more 
compact ZNMF representation. The observed difference 
between the standalone and fused configurations therefore 
indicates that effective representation integration requires 
appropriate feature selection, weighting, dimensionality 
reduction, or learned fusion rather than direct concatenation 
alone. 

The distributed implementation is intended to evaluate the 
scalability characteristics of latent-factorization and predictive-
learning workflows rather than to imply that a 240,000-record, 
low-dimensional matrix inherently requires Hadoop or HDFS. 
A relatively compact tabular matrix can be processed efficiently 
on a modern single-node system using optimized multithreaded 
numerical libraries or GPU-accelerated matrix operations. 
Distributed execution introduces additional computational costs 
associated with data partitioning, serialization, network 
communication, scheduling, synchronization, and initialization. 
Accordingly, distributed execution time represents an end-to-
end distributed-computing measurement rather than the intrinsic 
computational requirement of the factorization procedure. The 
computational evaluation considers single-node execution time, 
distributed execution time, initialization overhead, 
communication overhead, factorization time, prediction time, 
speed-up, and parallel efficiency. For p processing nodes, speed-
up and parallel efficiency are defined as 

Sp = T1 / Tp ,      Ep = ( T1 / (p Tp) ) × 100         (12) 
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where, T1 is the execution time of the reference single-node 
configuration, and Tp is the execution time using p distributed 
nodes. The hereditary-feature ablation experiment evaluates the 
contribution of ancestral information to cardiovascular-risk 
prediction. Removing the ancestral features produces an 
approximately seven-percentage-point reduction in predictive 
performance, indicating that the hereditary representation 
contributes measurable information under the evaluated data-
generation and prediction conditions. 

IV. RESULTS 

A. Comparative Performance 

All models were trained using a lineage-aware training split, 
and all final results were evaluated on an independent test set of 

12,000 patients. Six baseline methods were compared: Logistic 
Regression (LR), Support Vector Machine (SVM), Random 
Forest (RF), XGBoost, LDA+RF, and NMF+RF. Classical ML 
models performed only modestly, with XGBoost providing the 
best baseline results at 86.6% accuracy and AUC = 0.901. 
Latent-feature methods were then introduced to capture hidden 
disease relationships, improving accuracy with LDA+RF 
(88.3%) and NMF+RF (89.1%). The proposed HDFS 
framework produced further gains: HDFS+diLDA reached 
accuracy, precision, recall, F1-score and AUC of 95.00%, 
93.12%, 94.05%, 93.58% and 0.964 respectively, while 
HDFS+DiNMF achieved 98.76% accuracy, 98.21% precision, 
98.04% recall, an F1-score of 98.12% and an AUC of 0.992—
the best of all models, indicating its capability to capture 
hereditary disease-risk patterns effectively. 

TABLE III.  COMPARATIVE PERFORMANCE OF BASELINE AND PROPOSED MODELS 

Model Acc (%) Prec (%) Rec (%) F1 (%) AUC RMSE 

Logistic Regression 81.2 79.8 78.4 79.1 0.842 0.433 

SVM (RBF) 82.8 81.5 80.2 80.8 0.857 0.415 

Random Forest 85.1 84.0 83.3 83.6 0.883 0.386 

XGBoost 86.6 85.7 84.9 85.3 0.901 0.366 

LDA + RF 88.3 87.4 86.8 87.1 0.918 0.342 

NMF + RF 89.1 88.2 87.6 87.9 0.924 0.330 

HDFS + diLDA 95.00 93.12 94.05 93.58 0.964 0.248 

HDFS + DiNMF 98.76 98.21 98.04 98.12 0.992 0.112 
 

B. Cutoff Analysis 

Candidate models output continuous disease-risk scores that 
are converted to binary class labels via a decision threshold. On 
the validation set, this cutoff was estimated by ROC analysis at 
the Youden-Index point (the best combination of sensitivity and 
specificity). Low thresholds (<0.50) caused inflated false-

positive rates, while higher thresholds suppressed identification 
of true disease cases (the optimal threshold for HDFS+diLDA is 
0.52). HDFS+DiNMF achieves its best operating point at 0.61; 
this higher threshold corresponds to the better class separation 
produced by the DiNMF latent representation, yielding high 
sensitivity, specificity, and AUC. 

TABLE IV.  OPTIMAL CUTOFF VALUES FOR THE PROPOSED MODELS 

Proposed Model Cutoff Selection Method Sens. (%) Spec. (%) AUC 

HDFS + diLDA 0.52 Maximum Youden Index 94.05 95.12 0.964 

HDFS + DiNMF 0.61 ROC Opt. + Max Youden Index 98.04 99.11 0.992 
 

C. Graphical Results 

Fig. 6 shows the classification accuracy of all evaluated 
models. None of the baseline classifiers reached 90% accuracy, 
and NMF+RF was the best baseline at 89.1%. The HDFS-based 
models performed considerably better: HDFS+diLDA reached 
95.00%, and HDFS+DiNMF reached a maximum of 98.76%, a 
significant gap over all baselines, including the strongest one, 
NMF+RF. These findings show that HDFS combined with 
disease-oriented latent-feature extraction discovers hereditary 
disease-risk patterns and classifies more accurately than 
conventional machine-learning and standalone latent-feature 
approaches. 

Fig. 7 presents precision, recall and F1-score for all models. 
The HDFS-based models provide much better and more 
balanced performance; HDFS+DiNMF achieves over 98% 
precision, recall, and F1-score. These high values mean the 
model strongly identifies at-risk cases with very few false 

positives and false negatives, and the high F1-score reflects an 
excellent balance between precision and recall. 

 

Fig. 6. Classification accuracy across all evaluated models. 
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Fig. 7. Precision, recall, and F1-score comparison. 

The ROC curves and corresponding area-under-the-curve 
(AUC) values characterise how well each model separates at-
risk patients from those without hereditary disease risk (Fig. 8). 
HDFS+DiNMF achieves the highest AUC of 0.992 across all 
decision thresholds (p ≤ 10⁻⁵ versus random forest), while 
HDFS+diLDA also performs well at 0.964. The baseline 
models—XGBoost (0.901), LDA+RF (0.918) and NMF+RF 
(0.924)—show inferior discriminative ability. The ROC curves 
confirm that the proposed models achieve a higher true-positive 
rate at consistently lower false-positive rates. 

 

Fig. 8. ROC curves of representative models. 

 

Fig. 9. Threshold optimization via the Youden Index. 

Fig. 9 shows the Youden Index across different decision 
thresholds for HDFS+diLDA and HDFS+DiNMF. The Youden 

Index identifies the cutoff giving the best balance of sensitivity 
and specificity, which is maximised at 0.52 and 0.61, 
respectively. These maxima confirm the best cutoff points for 
classification and substantiate the threshold values reported in 
Table IV, guaranteeing an optimal balance of true and false 
positives for predicting hereditary disease risk. 

D. Major Findings 

From Tables III and IV, several conclusions follow. Latent-
feature models (LDA+RF and NMF+RF) outperformed 
conventional machine-learning methods (Logistic Regression, 
SVM, Random Forest and XGBoost), indicating that latent 
disease representations capture substantial inheritable 
information that clinical features alone cannot explain. The 
proposed HDFS-based models performed even better: 
HDFS+diLDA was about 5.9 percentage points more accurate 
than the best baseline (NMF+RF), and HDFS+DiNMF achieved 
a 9.66-percentage-point improvement. Similar gains appeared 
across precision, recall, F1-score, AUC and RMSE. The 
threshold-optimization results show that the higher threshold 
required by HDFS+DiNMF indicates stronger discriminative 
power. Additionally, an ablation of ancestry-based hereditary 
features caused a loss of about seven percentage points in 
prediction performance, confirming that hereditary information 
is an important input. Overall, HDFS+DiNMF was the most 
effective model for hereditary disease-risk prediction across all 
metrics evaluated. 

E. Performance Evaluation 

The confusion matrix reports four outcomes for 
classification: True Positive (TP), True Negative (TN), False 
Positive (FP), and False Negative (FN). True positives and true 
negatives are the correctly identified positive and negative 
examples; false positives are negative cases classified as 
positive, and false negatives are positive cases classified as 
negative. Several metrics are computed from these values: 
accuracy (proportion of correctly classified cases), precision = 
TP/(TP+FP), recall = TP/(TP+FN), F1-score (harmonic mean of 
precision and recall), and specificity (ability to identify negative 
cases). Together, these allow a well-rounded evaluation of 
classification performance. 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑇𝑃+𝑇𝑁

𝑇𝑃+𝑇𝑁+𝐹𝑃+𝐹𝑁
      𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =

𝑇𝑃

𝑇𝑃+𝐹𝑃
 (13) 

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃+𝐹𝑁
      𝐹1 =

2𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛−𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑅𝑒𝑐𝑎𝑙𝑙
 𝑆𝑝𝑒𝑐𝑖𝑓𝑖𝑐𝑖𝑡𝑦 =

𝑇𝑁

𝑇𝑁+𝐹𝑃
      (14) 

Loss functions are error metrics that measure how far the 
predicted disease-risk probabilities (ŷ) are from the true labels 
(y). Mean Squared Error (MSE) is the average squared 
difference between prediction and actual value, penalising larger 
errors more; Root Mean Squared Error (RMSE) is the square 
root of MSE, expressed in the same units as the predicted values; 
and Mean Absolute Error (MAE) is the average absolute 
difference. Small values of MSE, RMSE and MAE indicate 
better models, reflecting smaller prediction errors. 

𝑀𝑆𝐸 =
1

𝑁
∑ (𝑦𝑖 − 𝑦̂𝑖)

2𝑁
𝑖−1   𝑅𝑀𝑆𝐸 = √𝑀𝑆𝐸   𝑀𝐴𝐸 =

1

𝑛
∑ 𝑦𝑖 − 𝑦̂𝑖

𝑁
𝑖−1 |      (15) 
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The proposed method showed consistently superior 
performance on the held-out test dataset, achieving 95.25% 
accuracy, 93.46% precision, 94.08% recall, and a well-balanced 
F1-score of 93.77%. It also achieved low error values—MAE of 
0.118, MSE of 0.058 and RMSE of 0.241—confirming that its 
predicted risk probabilities were very close to actual outcomes. 
With an AUC of 0.969, the model shows excellent separability 
between high-risk and low-risk cases. Together, these results 
affirm that the proposed dual-representation, hereditary-aware 
framework achieves an interpretable and robust improvement 
over traditional machine-learning methods and single latent-
feature models. 

F. Scalability Analysis 

The scalability of the full diLDA + DiNMF pipeline was 
measured on a distributed HDFS-based environment with 1–16 
computing nodes. Training time falls from 248 minutes on a 
single node to 26 minutes on 16 nodes—close to ideal linear 
speed-up, suggesting the workload is balanced efficiently across 
nodes (Fig. 10). The small, constant gap between the achieved 
and ideal speed-up curves indicates low communication and 
synchronization delay. These results show that the HDFS-based 
architecture scales well with available computing resources, 
making it appropriate for processing very large population-scale 
healthcare datasets. 

 

Fig. 10. Training time versus number of cluster nodes for the distributed 

pipeline (measured vs. ideal linear speed-up). 

G. Similarity Metrics 

To assess whether the hereditary topics captured by the 
model are clinically relevant, topic distributions in affected 
family members were compared with those in at-risk 
descendants using two similarity measures: cosine similarity and 
Kullback–Leibler (KL) divergence. Higher cosine similarity 
means the topic patterns of two groups resemble each other more 
closely, while lower KL divergence means the two probability 
distributions are more similar. Strong similarity and low 
divergence between groups would imply that the discovered 
topics reflect real, transgenerationally inherited disease-risk 
information. 

cos(𝑝, 𝑞) =
∑ 𝑝𝑖𝑞𝑖𝑖

√∑ 𝑝𝑖
2 𝑖 √∑ 𝑞𝑖

2 𝑖

 𝐷𝑘𝑙(𝑃 ∥ 𝑄) = ∑ 𝑃𝑖𝑖 𝑙𝑜𝑔
𝑃𝑖

𝑄𝑖
         (16) 

Table V reports the average similarity of selected hereditary-
disease topics against established clinical risk clusters. Topics 
for early-onset coronary disease and metabolic–hypertensive 
conditions show high cosine similarity and low KL divergence, 

indicating strong concordance between the hereditary patterns 
identified by diLDA and established cardiovascular phenotypes. 
Conversely, the residual topic shows lower similarity and 
concordance; this does not necessarily indicate random noise but 
may reflect heterogeneous, ill-defined or emerging disease 
patterns not fully captured by current clinical definitions. 
Together, these results support the clinical relevance of the 
identified hereditary topics. 

TABLE V.  SIMILARITY BETWEEN DISCOVERED HEREDITARY TOPICS AND 

CLINICAL RISK CLUSTERS 

Hereditary topic Cosine ↑ Jaccard ↑ KL 
divergence ↓ 

Early-onset coronary 
lineage 0.912 0.78 0.061 

Metabolic–hypertensive 
cluster 0.884 0.74 0.079 

Stroke-predominant 
lineage 0.851 0.69 0.104 

Mixed/residual pattern 0.642 0.48 0.287 

H. Confusion Matrix 

Fig. 11 shows the confusion matrix of the proposed model 
on the 12,000-patient test set (4,560 high-risk and 7,440 low/no-
risk). It correctly identifies 4,290 of the 4,560 high-risk patients 
(recall = 94.08%) and correctly labels all but about 300 of the 
low-risk patients (specificity = 95.97%), producing on average 
only about 270 false negatives and false positives each. The low 
false-negative rate is particularly important in a preventive-
screening context, meaning very few high-risk individuals are 
missed—precisely the failure case that matters most for pre-
symptomatic cardiovascular screening. The metrics from this 
matrix are fully corroborated by Table III. 

 

Fig. 11. Confusion matrix of the proposed model on the held-out test set (N = 

12,000). 

V. DISCUSSION 

A. Interpretation of Results 

The experiments validate the core hypothesis: that ancestral 
information, encoded appropriately and integrated with present-
tense features, yields a quantifiable and substantively significant 
predictive benefit. The two latent learners play distinct but 
complementary roles. diLDA learns probabilistic, soft-
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membership hereditary themes (a patient may belong partially 
to multiple lineage patterns), while DiNMF learns additive, 
parts-based factors that decompose a patient’s overall 
representation into interpretable components. Their combined 
performance exceeds either representation alone, indicating that 
the two are complementary rather than redundant. 

B. Comparison with Existing Literature 

The accuracy and AUC reported here exceed the pooled 
values reported for conventional and single-model machine-
learning approaches in recent meta-analyses [1], as expected 
given the added heritability signal and dual-representation 
design. That family history is independently predictive of end-
stage progression corroborates epidemiological evidence [4], 
[34], and the interpretability of our learned factors parallels prior 
phenotyping studies using NMF and tensor methods [14]–[17]. 
The near-linear scaling matches results reported for distributed 
LDA and NMF systems [9], [13], so this combined pipeline 
inherits the good scaling behaviour of its components. 

C. Practical Implications 

For clinicians, the framework offers a pre-symptomatic 
stratification tool that flags individuals whose inherited burden 
elevates risk despite currently benign indicators, supporting 
earlier lifestyle counselling and surveillance. For health systems, 
the HDFS-based design enables population-scale screening over 
growing record archives without re-architecting the pipeline. 
For the broader precision-medicine agenda, explicit modelling 
of hereditary structure is a concrete step toward risk estimates 
that reflect not only what a patient is now, but what their lineage 
implies they may become. 

D. Limitations 

Several limitations should be considered. First, the 
development dataset is based on simulated pedigree 
relationships; although designed to follow realistic heritability 
patterns, validation using real-world linked family health 
records is necessary before clinical application. Second, the 
reported results mainly demonstrate the behaviour and 
effectiveness of the framework and need further verification on 
independent institutional datasets. Third, the study relies on 
phenotypic ancestral information rather than direct genomic 
markers and does not consider time-dependent disease 
progression or time-to-event prediction. Finally, the use of 
familial health data introduces challenges related to fairness, 
potential bias, and privacy protection, requiring strong data 
governance and ethical management. These limitations 
highlight directions for future research, including validation on 
real family cohorts, integration of genomic information, 
temporal disease modelling and the development of secure and 
equitable healthcare-AI systems. 

VI. CONCLUSION 

A. Summary and Key Findings 

Using multi-generational ancestral records, this study 
proposed a distributed, hereditary-aware framework for the 
early prediction of cardiovascular risk that integrates clinical, 
demographic and lifestyle data. It stores an integrated 
genealogical corpus in HDFS and learns two complementary 
latent representations: hereditary disease-trend topics via a 

Distributed Latent Dirichlet Process (diLDA) and additive latent 
risk factors via a Distributed Non-negative Matrix Factorization 
(DiNMF), which are then fused for supervised risk prediction. 
The model scales near-linearly across cluster nodes and 
achieved 95.25% accuracy, an F1-score of 93.77% and an AUC 
of 0.969 on a synthesized three-generation cohort, 
outperforming logistic regression, SVM, random forest, 
XGBoost and single-latent baselines. 

B. Contributions and Impact 

The contributions of this work are: 1) a representation that 
accounts for the effects of heritability; 2) a generalizable dual-
factorization architecture; 3) reproducible data-construction and 
fusion procedures; and 4) empirical evidence that incorporating 
ancestral knowledge provides substantial predictive gain. By 
operationalising inherited risk within a scalable analytics 
pipeline, the study advances pre-symptomatic, lineage-informed 
cardiovascular screening to help alleviate the global burden of 
cardiovascular disease. 

C. Future Scope 

Future work will proceed along five lines. First, the model 
will be validated on real familial health-record data collected 
under ethically approved institutions to assess clinical usability. 
Second, genomic information—particularly polygenic risk 
scores—will be combined with phenotypic family history to 
give a fuller picture of inherited disease risk. Third, the latent-
learning models will be extended to longitudinal healthcare data 
to model how inherited risks change over time. Fourth, privacy-
preserving techniques, fairness-aware methods, and federated 
learning will be leveraged for secure and responsible use of 
family-based healthcare data across institutions. Finally, the 
framework will be embedded into clinical decision-support 
systems with continuous validation against real patient 
outcomes. These developments aim to advance precision and 
preventive cardiology by enabling early, accurate, and 
personalized prediction of disease risk. 
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