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Abstract—Color is routinely present in health applications, but
evidence about its role in older adults' user experience remains
dispersed across design, health informatics, and human-computer
interaction. This five-database study maps an affect-or-color focal
corpus and applies a structured design-evidence audit to its color-
term candidates. Searches of Web of Science Core Collection,
Scopus, PubMed, IEEE Xplore, and the ACM Digital Library
produced 2,515 source rows, 1,760 unique documents, and 941
focal records. A record-level audit of the classifier defining that
corpus returned precision 0.880 and recall 0.982. Performance
indicators, knowledge networks, and temporal bursts describe the
corpus, and their stability was tested against retrieval, threshold,
and periodization choices. Two design experts independently
coded 41 color-term candidates, using full text for 23 records.
Agreement reached 95.1% for inclusion (Cohen's kappa = 0.918)
and 90.2% for population relevance (kappa = 0.853).
Reconciliation retained ten primary older-adult studies, three
mixed-age studies, and one contextual review; 27 records were
excluded, and five of the ten color-and-emotion bridge records met
the primary rule. Across the primary set, color supported
legibility, risk communication, hierarchy, navigation, aesthetic
preference, and affective tone, but most studies bundled color with
other interface features. Preference-to-performance evidence was
absent, and safety-relevant findings stayed embedded in broader
workflows. The evidence map separates reported design functions
from causal claims and identifies priorities for controlled
validation.
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I. INTRODUCTION

Health applications mediate monitoring, consultation,
education, and self-management for many older adults. Value
rests on more than clinical content. Changes in vision, cognition,
motor control, health literacy, and technology experience affect
how information is found and acted upon. Wildenbos et al.
locate these barriers within a mobile-health usability framework
[1]. Acceptance studies add usefulness, compatibility, trust, and
prior experience [2], [3]. Age-inclusive interaction design is
therefore a task and evidence problem, not a matter of enlarging
controls.

Color complicates that problem. It may guide attention, mark
a status, organize a display, or alter the felt character of an
interface. Its effect is conditional. Lightness and saturation relate
to pleasure and arousal in controlled studies [7], [8].

*Corresponding author.

Ecological and cross-cultural research emphasizes learned
association and object context [9], [10], [11]. A palette that is
liked cannot be assumed to improve comprehension, safe action,
or continued use in a health task.

The relevant scholarship is distributed across health
informatics, human-computer interaction, gerontology,
medicine, service research, and design. Existing reviews usually
remain inside one domain. They seldom connect publication
growth and collaboration with the smaller body of studies that
actually report color as an interface variable. A narrow
conjunctive search would create the opposite problem by
discarding the user-experience literature in which color
questions are embedded. The gap is thus architectural as well as
substantive.

This study addresses that gap with a two-layer corpus in
which each layer keeps its own denominator. The outer layer is
a focal map of 941 records. It describes production,
collaboration, vocabulary, intellectual sources, and temporal
fronts, and its task is to locate color work inside the surrounding
user-experience literature rather than to supply design evidence.
The inner layer is a structured design-evidence matrix. It
examines 41 color-term candidates for age relevance, interface
function, health task, perceptual or affective mechanism,
behavioral outcome, and safety relevance, and it resolves to the
14 records that carry the study-level claims. The contribution
lies in joining the two layers while holding their denominators
apart, so that corpus-level visibility is never read as participant-
level support. The analysis stops short of estimating clinical
effectiveness and of proposing a universal palette. Four research
questions organize the study.

RQI1: How have publication volume, source concentration,
authorship, institutional participation, and country output
developed in the retrieved field?

RQ2: Which collaboration, keyword, co-citation, and
bibliographic-coupling  structures organize its social,
conceptual, and intellectual base?

RQ3: Which themes and citation fronts emerged or persisted
across the study period?

RQ4: Within the color-term candidate set, which interface

functions, health tasks, affective constructs, behavioral
outcomes, attribution limits, and safety concerns are
documented?
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II. RELATED WORK AND ANALYTICAL POSITION

A. Older-Adult User Experience in Health Applications

Older adults are not a uniform user group: functional ability,
health literacy, device experience, and motivation all vary within
the population. Studies of eHealth adoption therefore place
usefulness, support, and trust alongside usability [2], [3], and
digital literacy further conditions trust in online health
information [19]. Older patients describe late-life learning
demands as a barrier to eHealth use [20]. Interaction quality is
relational: a visual feature acquires meaning through the task,
the setting, and the person who encounters it.

Measurement remains inconsistent. Engagement reviews
report many custom indicators and limited comparability across
health applications [5]. Validated instruments such as uMARS,
MAUQ, and the System Usability Scale provide more stable
anchors [21], [22], [23], yet they leave color mechanisms
unresolved, and a favorable usability score can coexist with
inaccessible contrast or ambiguous alert semantics. The design
question is more specific: which visual and interaction
properties support a defined task for a defined user group?

B. Color, Emotion, and Affective Interaction Design

Color may distinguish controls, group information, signal
status, reinforce hierarchy, support personalization, or establish
an affective tone. These functions need separate treatment.
Color-emotion relationships vary with lightness, saturation,
object meaning, viewing conditions, and prior association [7],
[8], [9], [10], [11]. Health interfaces add a semantic safety
constraint. Warning, risk, and medication status should not
depend on hue alone. The bibliometric question is therefore
whether color is reported precisely enough to support
cumulative user-experience knowledge.

C. Why a Bibliometric Map Is Necessary

Bibliometric analysis complements study-level review by
revealing production, collaboration, conceptual vocabulary, and
citation structure: co-word analysis locates recurring design
problems, co-citation mapping identifies the intellectual base,
and bibliographic coupling shows which current documents
draw on similar references. Three evidence terms are kept
distinct throughout. A metadata gap means a field is absent from
the searchable export. A reporting gap means full-text
verification finds the item missing from the study. An evidence
gap means the available outcome evidence falls short of a design
conclusion. A dense network testifies to citation and indexing
behavior alone.

III. DATA AND METHODS

A. Retrieval Design and Source Boundaries

Searches were executed on 31 July 2026 in Web of Science
Core Collection, Scopus, PubMed, IEEE Xplore, and the ACM
Digital Library. A single four-block Boolean expression
operationalized the conceptual domains of older adults, health
applications, user experience and interaction design, and color
or affective terms. Every provider received the same four blocks,
translated into its own field syntax. What differed between
providers was field scope rather than concept coverage: Web of
Science matched on Topic, Scopus on title, abstract, and
keywords, IEEE Xplore on all metadata, PubMed on title and
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abstract, and ACM on abstract alone. Truncation appeared only
in the fourth block, where emotion* and affect* were expanded
by each provider's own stemmer. No date, language, or
document-type limit was applied, so the retrieved set spans 2002
to 2026 and includes articles, reviews, and conference papers.
Table I records the field scope, limit settings, and export
boundary for each database, and Supplementary Material S2
reproduces the five expressions verbatim together with their
result counts. A sensitivity analysis repeated the annual, source,
keyword, and affiliation-country summaries after the nine
PubMed-only records were removed. The study is a bibliometric
corpus analysis with PRISMA-informed provenance rather than
a systematic review of intervention effects [12].

TABLE L. DATABASE RETRIEVAL AND ACQUISITION BOUNDARIES

Field scope, limits, and
capture boundary
Topic field; four blocks;
stemmer truncation in
block 4; no date, language,
or type limit; executed 31
Jul 2026; full records with

cited references

Title, abstract, keywords;
four blocks; stemmer
truncation in block 4; no
limits; executed 31 Jul
2026; result-list metadata
Title/Abstract tags on all
four blocks; stemmer
truncation in block 4; no
limits; executed 31 Jul
2026; XML and JSON
All metadata; four blocks;
stemmer truncation in
IEEE Xplore 118 block 4; no limits;
executed 31 Jul 2026;
result-list metadata
Abstract  field;  four
blocks; stemmer
truncation in block 4; no
limits; executed 31 Jul
2026; result-list metadata

Database Raw rows

Web of Science Core

Collection 1,308

Scopus 687

PubMed 356

ACM Digital Library 46

Table I was reconstructed from the five saved result sets and
their acquisition logs. Query scope appears beside export scope
because those boundaries determine which fields can be pooled.
All five providers ran the same four conceptual blocks; PubMed
applied them within title and abstract, which narrows field scope
without narrowing the concept set. Export depth differed more
than query scope. Web of Science supplied full records and cited
references, and PubMed supplied structured XML and JSON.
Scopus, IEEE Xplore, and ACM records came largely from
provider result lists, so abstracts, affiliations, keywords, and
cited references were unevenly available. Table 1 therefore
defines an analytical boundary rather than a list of
interchangeable database samples.

Fig. 1 traces the provenance chain from the five database
result sets to the study-level evidence tiers, following 2,515
source rows through 1,760 unique documents, 941 focal
documents, and 41 color-term candidates to the resolved
evidence tiers. Each stage carries a distinct denominator, which
keeps metadata term occurrence from being mistaken for
verified participant evidence.
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Evidence architecture
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Fig. 1. Evidence architecture.

B. Normalization, Record Linkage, and Corpus Definition

OpenRefine 3.10.1 recorded 21 operations for whitespace,
Unicode, identifiers, source labels, and document fields. DOI
strings were lower-cased, stripped of resolver prefixes, and
checked against title, year, and author evidence. Exact
normalized titles were linked only when publication years
differed by no more than one year. Unresolved candidates were
checked against Crossref. A candidate was accepted only when
title similarity reached 0.92, the year was compatible, and first-
author evidence did not contradict it. The result contained 1,760
unique documents after 755 duplicate source rows were
removed. Database coverage was one source for 1,315
documents, two sources for 140, and three sources for 305.

A documented rule-based classifier read titles, abstracts,
author keywords, and index keywords. Color terms covered
color, colour, chromatic, hue, lightness, brightness, palette, and
color-qualified contrast or saturation. The affective vocabulary
included emotion, affect, valence, arousal, trust, comfort,
anxiety, enjoyment, frustration, fear, calmness, and satisfaction.
The classifier found 900 records containing affect-related terms,
31 containing color-related terms, and 10 containing both
vocabularies within the 941-record focal corpus. These labels
describe metadata occurrence, not substantive research focus or
complete article content. Age relevance was never inferred from
a color term, an application name, or a demographic phrase such
as people of color.

The classifier was then audited against the locked
vocabulary across all 1,760 records rather than a sample,
confirming the sense of each matched term and screening
excluded records for terms the pattern could not reach. It
returned 828 true positives, 113 false positives, 15 false
negatives, and 804 true negatives: precision 0.880, recall 0.982,
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F1 0.928, and Cohen's kappa 0.855. Both error classes are
systematic. Every false positive came from the verb affect, as in
factors that affect adherence, which a lexical pattern cannot
separate from the psychological construct; every false negative
came from a morphological variant outside the word-boundary
pattern.

Two consequences follow. The color stream is unaffected,
since all 41 color-term candidates were confirmed and both error
classes fall inside the surrounding affect vocabulary. The
descriptive map also holds when the false positives are removed,
retaining the ten leading sources and nineteen of the twenty
leading keywords at rank correlations of 0.981 and 0.988, with
the annual series at 0.995. The focal corpus is therefore an
inclusive frame whose affect margin is documented rather than
hidden (S5).

A further check addressed whether predefined terminology
misses studies that describe color indirectly. The retrieval blocks
already admit contrast, brightness, saturation, palette, trust, and
engagement, so indirect descriptions enter at the search stage;
the classifier vocabulary is narrower, requiring a color-qualified
reading of contrast and saturation. An expanded probe adding
unqualified contrast, visualization, display, theme, aesthetic
preference, legibility, luminance, color-vision terms, named
hues, and visual highlighting surfaced 546 further records, of
which 111 survived sense disambiguation. None reported color
as a manipulated or evaluated interface variable; the descriptors
resolved to thematic-analysis themes, app-rating aesthetics
subscales, data-dashboard visualization, and rhetorical uses.
Seven records were kept for full-text verification (S2).

C. Bibliometric and Network Analyses

Bibliometrix 5.4.1 and Biblioshiny supported annual
production, source and author-name-string productivity,
thematic mapping, and thematic evolution [13]. VOSviewer
1.6.21 generated author, institution, and country collaboration
maps, keyword co-occurrence, reference co-citation, and
document-coupling networks [14], [15]. Fractional counting
informed interpretation where large teams could otherwise
dominate links [16]. Affiliation countries were parsed from all
available address strings. Institution labels were case-folded and
reconciled with a documented alias table; no ORCID-based or
registry-based entity resolution was available.

TABLE 1L NETWORK OBJECTS AND RETAINED ANALYTICAL MATRICES
Object Nodes Undirected edges

Author collaboration 250 663

Institution collaboration 250 547

Country collaboration 72 346

Keyword co-occurrence 250 11,494

Reference co-citation 300 6,427

Document coupling 941; 838 with cited references 20,161

Table II was generated from the retained adjacency matrices
rather than copied from network images, and identifies the six
network objects with their node and edge denominators. All six
used full counting, association-strength normalization, and VOS
clustering at resolution 1.00. Edge weight is the raw co-
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occurrence, co-citation, or shared-reference count before
normalization; nodes entered by rank on total link strength with
occurrence weight as tie-breaker; isolates were dropped after
truncation; and display subsets were pruned separately for
single-column readability. Node size represents production or
occurrence, line width link weight, and color the VOS cluster.
Address data were available for 861 documents, affiliation-
country fields for 855, institution fields for 839, and cited
references for 838, so although the coupling matrix preserves all
941 rows, only those 838 records contribute nonzero coupling.
S3 lists every parameter and retained node count by network.

Because structure responds to these choices, the six maps
were re-clustered under varied parameters and compared with
the published solution by adjusted Rand index, moving
resolution between 0.7 and 1.3, substituting raw for association-
strength weighting, and dropping the weakest quartile of nodes.
Central nodes held throughout: the ten highest-strength nodes
were retained in every configuration of all six networks. Cluster
boundaries proved more sensitive and tracked density, holding
at 0.80 to 1.00 for the sparse author and institution maps but
ranging from 0.28 to 0.70 for the denser keyword, co-citation,
coupling, and country maps, with community counts varying
between two and eight. Semantic cluster membership is
therefore reported as one defensible partition rather than a
unique solution, with the interpretive weight on central nodes
(S4).

D. Temporal Fronts and the Color-Explicit Design Matrix

Thematic evolution used three descriptive publication
phases. Counted over complete years only, these hold 60
documents for 2009 to 2017, 267 for 2018 to 2022, and 437 for
2023 to 2025. The 177 records retrieved from January to July
2026 are reported separately as a partial observation and are
excluded from every trend statement. The cut points mark the
first year above 20 annual records and the later rise above 80,
rather than equal-duration or equal-volume windows.

Because publication volume is a weak basis for claims about
stages of development, both boundaries were tested against
change points in the 2009 to 2025 series. A Pettitt test located a
single change point at 2017 (K = 72, p = 0.005), adjacent to the
first boundary. Two-breakpoint segmentation recovered 2023
on the raw-count scale, where the 2018 and 2023 pair ranked
third among admissible pairs, but on a logarithmic scale the first
boundary moved to 2012 or 2014, because the sparse years from
2009 to 2013 dominate that transformation. The second
boundary is thus reproducible and the first scale-sensitive, so the
three phases serve as descriptive reporting windows whose
thematic labels summarize each window rather than mark a
detected transition.

Keyword and cited-reference bursts were detected with
Kleinberg's finite-state model [17]. The scale parameter was 2,
the transition penalty was 1, the minimum keyword document
count was 8, and the minimum cited-reference count was 5. DOI
variants were merged before modeling. The procedure retained
198 keyword candidates and 286 cited-reference candidates.
Because 2026 was incomplete, burst detection ended in 2025;
the temporal corpus contained 764 documents, including 685
with cited references.
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Two design experts independently coded all 41 color-term
candidates using separate worksheets and a locked codebook.
Fields covered population relevance, inclusion status, interface
element, health task, color operation, proposed mechanism,
affective construct, outcome, attribution, safety relevance,
evidence location, and access status. Primary evidence required
an explicit older-adult designation supported by participant age
information or an older-adult user test, a health-related digital
interface, and explicit color evidence. A record was mixed-age
when older participants or a documented older subgroup were
present without a separate older-adult result. Target-only expert
studies and reviews were classified as contextual rather than
primary. Inclusion decisions agreed for 39 of 41 records (95.1%;
Cohen's kappa = 0.918; bootstrap 95% CI 0.80 to 1.00).
Population relevance agreed for 37 of 41 (90.2%; kappa = 0.853;
95% CI 0.70 to 0.97). A third reviewer reconciled six records
containing a disagreement in either field against the most
complete accessible source. Secondary categorical kappa values
ranged from 0.705 to 1.000; overlapping open-text design fields
remained descriptive.

E. Quality Controls and Reproducibility

Quality control was applied at the source, record, corpus, and
result levels. Source counts were reconciled against the five
saved result sets before parsing, and each raw row retained its
database name, provider identifier, source file, and URL. Field-
completeness audits were run separately for DOI, title, author,
abstract, keyword, affiliation, citation, and cited-reference data,
so missingness was visible before any network was built.
Optional fields had no bearing on corpus membership.
Analytical outputs were regenerated from the retained corpus
rather than transcribed from images, and each figure is linked to
its map, network, or tabular source file.

The linkage audit recorded every DOI union and exact-title
union, together with the Crossref score and DOI origin. A
resolver check identified the provider DOI 10.2024/1/€52442 in
cluster CE-00953 as non-resolving. Title, author, year, and
Crossref metadata confirmed the canonical DOI 10.2196/52442,
which is the identifier used for interpretation in the corrected
audit. This cluster contains four source rows from Web of
Science, Scopus, and PubMed but represents one document. It
is not a legitimate reprint and is not counted twice.

One interpretive boundary was fixed before the maps were
read. Node prominence measures bibliometric visibility, and its
warrant stops there; design and clinical effectiveness lie outside
what it can register. Together with the gap vocabulary of Section
II-C, this keeps the quantitative map within the limits of its
evidence.

IV. RESULTS

The results follow the two layers of the corpus. Sections I'V-
A to IV-D describe the 941-record focal map and the user-
experience literature surrounding color work, each stating what
its finding implies for the color layer; Section IV-E then resolves
that layer from the 41 color-term candidates to the 14 records
carrying study-level evidence. Denominators differ at every step
and are named wherever a count appears.
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A. Corpus Formation and Growth

The 2,515 source rows contracted to 1,760 unique
documents, a retention rate of 69.98%. Within the corpus, 1,311
documents came from one raw source row, 144 from two, 304
from three, and one from four; this differs from the database-
coverage distribution in Section III-B because some documents
were duplicated inside a single database. The CE-00953 DOI
was canonicalized to 10.2196/52442 after resolver and Crossref
checks, and no document was retained as a separate reprint on
the basis of the invalid provider DOI.

Annual production and color-explicit streams
Focal corpus, 2009 to July 2026; the shaded 2026 column is partial
A. Focal output by year

250 Documents

232

200

58
21
“ nl
0 — 1
2012 2015

2000 2018 2021 202 2026

B. Color-explicit streams

Records

2009 2012 2015 2018 2021 2024 2026

== Color only == Color and emotion

Fig. 2. Annual production and color-term streams.

Fig. 2 comes from the deduplicated annual-production table.
Panel A shows the scale of the focal corpus; Panel B retains the
smaller color-term streams on their own axis. Annual focal
output rose from 21 documents in 2018 to 58 in 2020, 117 in
2024, and 232 in 2025. The 177 records retrieved from January
to July 2026 cover seven months and are shaded as a partial
observation. Every month, they run at 25.3 records against 19.3
for 2025, which annualizes to roughly 303. That comparison
shows only that the partial year is not evidence of decline;
because submission and indexing are uneven within a year, the
2026 figure stays out of every growth statement and out of burst
detection. Excluding nine PubMed-only records left 932
documents and changed any annual count by no more than three.
The top ten source set and top twenty keyword set were
unchanged; frequency rank correlations were 0.980 and 0.994,
respectively. Nine of the ten leading affiliation countries
remained, with rho = 0.996. The sensitivity result supports the
stability of the descriptive map without making the PubMed
query prevalence-equivalent.
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B. Sources, Contributors, and Collaboration

Case-folding and alias inspection reduced 407 nonblank
source labels to 399 normalized labels. JMIR Formative
Research contributed 101 focal documents. The Journal of
Medical Internet Research contributed 63, JMIR Research
Protocols 41, JMIR mHealth and uHealth 36, JMIR Human
Factors 35, and both Digital Health and JMIR Aging 26. The
source core belongs mainly to digital health and health
informatics. General HCI and design venues form a smaller
visible layer, although the retrieval design cannot establish what
lies beyond the corpus.

Source and country productivity

Casc-folded source names and countries parsed from affiliation ficlds

A. Core journals
I'he seven leading journals published 328 34.9%)
IMIR Formative Research ([ A 1!
J Med Internet Res ([ D ¢
IMIR Research Protocols ([ AN AR <1

941 focal documents (34.¢

IMIR mHealth and uHealth ([N 3¢
IMIR Human Factors ([ R REEEENNED 35
Digital Health (NN 26
IMIR Aging (D 26
Frontiers in Public Health ([l 14
Healthcare ([ 14

JMIR Mental Health ([l 13

B. Leading affiliation countries
1

Affiliation-country ficld available for 855 recorc

vt st N >+
United Kingdom (NN 103
O

Canada

Australio ([T so
china (D ¢
spain ([ 53

Germany ([ 46

Netherlands ([ 45
South Korea ([l 35
taly [ 20

Fig. 3. Core journals and leading affiliation countries.

Fig. 3 places source concentration beside country
participation parsed from affiliation addresses. The panels use
different metadata fields. The United States appeared in the
affiliations of 280 documents, followed by the United Kingdom
in 103, Canada in 83, Australia in 80, and China in 67; these are
affiliation-presence rather than corresponding-author counts.
Institution strings were normalized separately. The University of
Toronto led with 19 documents, the University of Sydney with
14, and the University of British Columbia with 13. These
values describe recorded participation, whereas Fig. 4 examines
collaboration strength.

After source-name normalization, the seven leading sources
accounted for 328 documents, or 34.86% of the focal corpus,
while 323 of the 399 normalized sources contributed one
document. Authorship was more dispersed: 6,969 normalized
author-name strings were recorded, of which 6,722 appeared
once. Institution strings showed a similar long tail, with 2,014 of
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2,262 occurring in one document. The pattern indicates
dispersion at the recorded-name level.

Those institution counts rest on string identity, so the leading
entities were audited against the address field, which exposed
two opposite failures. Splitting is the larger: 1,076 of the 2,262
institution strings retain a fragment of the bracketed author list
preceding each Web of Science address, so one institution can
appear under several labels. Re-parsing and crediting each
document once raises the leading counts to 26, 22, and 20 for
Toronto, Sydney, and British Columbia without changing their
order. Merging is the opposite risk, since a token-insensitive
normalization would combine Univ Washington in Seattle with
Washington Univ in St. Louis, which the city field separates.
Across the published top thirty, the two parses correlate at tho =
0.759 and seven of ten identities persist, so the three leading
institutions are stable while positions below them turn on
identity decisions string matching cannot settle (S6).

This distribution bears directly on the color layer. A
concentrated core coexists with a long tail of single-study
contributors, and across that tail color surfaces under varied
labels: contrast, theme, display, visualization, palette, or
aesthetic preference. The vocabulary probe reported in Section
IIT measured that dispersion, finding 111 records that use such
descriptors while carrying no color term in their metadata.
Section V returns to what the pattern implies for reporting
practice.

Country collaboration structure
Productivity and total link strength are shown separately
A. Collaboration stren

Sviewer total link stren

gth
in the retained 45-country ny

United Kingdom (R —" 121
United States (N 112
Netherlands (G 72
Canada (S (6
Spain (G 5
Australia (G 5
Germany (GG 58
Belgium N 57

B. Connected collaboration core

25 strongest connected countries; node size is output and line width is collaboration weight

®
L ]
@ Netherlands
@ Canada
United States
@ Spain
L @ United Kingdom Belgitm
® = @ Geiimany ®
Australia
® ® °
®
[ ] ° [ ]

Fig. 4. Country productivity and collaboration structure.

Fig. 4 separates publication output from network connection.
Panel A reports total link strength in the retained 45-country
VOSviewer map; Panel B shows the 25 strongest connected
countries and their 100 strongest links. The United Kingdom had
the highest total link strength at 121, followed by the United
States at 112. The Netherlands reached 72, Canada 66, Spain and
Australia 65 each, Germany 58, and Belgium 57. The University
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of Toronto led the institutional network with total link strength
41, while Bucci and Schwannauer each reached 64 in the author
network. These values refer only to the retained maps and
available affiliation fields. Having distinguished productivity
from connection, the analysis turns to the vocabulary that
structures the field.

C. Conceptual Structure and Thematic Evolution

Raw author-keyword frequencies were led by mHealth with
199 documents, digital health with 174, mobile health with 118,
usability with 111, eHealth with 109, and older adults with 95.
Mental health, depression, anxiety, telehealth, acceptance, user
experience, and feasibility formed the next layer. Color terms
remained outside the dominant raw vocabulary. Because
mHealth and mobile health, as well as eHealth and digital health,
are related but not identical labels, the analysis reports them
separately and interprets their combined design meaning
cautiously.

Keyword co-occurrence structure

Merged author and index keywords; VOSviewer layout and clusters retained

(@ mHealth and mental health ] {o Digital health and aging ]
) Usability and telehealth [o Internet and physical activity ]
Core conceptual network
50 strongest terms and 180 strongest links; node
[
L
[ ]
o .
telemedicine
®
. @ aged ’
. ® hunézm\‘
® [} ® malep female
Y . ® . older adults @
o ° ST
“’ mbealth
® mobile health . digital health
. usability
Py ®
[ ]
®

Fig. 5. Keyword co-occurrence structure with named conceptual clusters.

Fig. 5 was reconstructed from the saved VOSviewer map
using the 50 terms with the greatest total link strength and the
180 strongest links. Four communities organize the visible
vocabulary. The first connects mHealth and mobile health with
mental health, depression, anxiety, and intervention. The second
links digital health with older adults and demographic indexing.
A third community brings usability, telemedicine, self-
management, and acceptance together. The smaller fourth group
concerns internet use and physical activity. Cluster names above
the network state the interpretation in words, reducing reliance
on color alone. Color terminology again stays outside the
dominant keyword core.

The thematic map refines this reading without assigning
causal status to clusters. The eHealth, depression, and anxiety
cluster has the highest relative centrality and density; mHealth
and usability are central but less internally specialized; digital
health and aging show developing connectivity; and telehealth
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care occupies a less central, less dense position. These positions
describe how terms are organized in the retrieved literature,
leaving effectiveness to study-level evidence.

Thematic evolution shows a change in the vocabulary used
by the retrieved literature. From 2009 to 2017, labels centered
on technology, telemedicine, mobile health, telehealth, and
intervention. During 2018 to 2022, the vocabulary consolidated
around mHealth, telemedicine, and anxiety. From 2023 onward,
digital health and usability became more explicit destination
themes. Word-flow links early telemedicine to later digital-
health and implementation vocabulary. The pattern marks
greater visibility of interaction-quality terms, not evidence of
theoretical maturation.

D. Intellectual Base and Current Coupling Fronts

The co-citation base combines usability measurement,
technology  acceptance, clinical screening, research
infrastructure, and digital-mental-health guidance.
Representative references include the System Usability Scale
[23], the Unified Theory of Acceptance and Use of Technology
[24], GAD-7 [25], REDCap [26], and work on engagement with
mental-health applications [27]. These references form the
methodological backbone of the map. They show that the field
draws on HCI, information systems, psychometrics, and health
informatics rather than on one established color-design tradition.

Intellectual base and current coupling fronts
A. Reference co-citation
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Fig. 6. Co-citation and document-coupling structures.

Fig. 6 distinguishes the intellectual base from current
coupling fronts. Panel A contains four co-citation communities
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centered on acceptance, engagement, psychometrics, and
usability. Representative references include UTAUT, GAD-7,
engagement guidance, and the System Usability Scale [23], [24],
[25], [27]. Panel B contains three displayed document-coupling
communities concerned with usability, self-management, and
mental health. Short labels identify the documents actually
retained in the single-column map. Telehealth satisfaction and
application-based physical-activity research belong to the wider
coupling corpus [28], [29], but are not among its displayed
labels. The structure is grounded in measurement and adoption
rather than a mature color-design tradition.

Citation counts provide a complementary snapshot, taken as
the maximum provider count in the saved July 2026 exports.
Donker et al.'s systematic review of mental-health applications
led with 774 citations [4]. Li et al.'s older-adult wearable
acceptance model followed with 328, Lehtimaki et al.'s digital-
mental-health overview with 302, and Ng et al.'s engagement
review with 200 [2], [5], [6]. Fan et al.'s real-world chatbot study
also ranked highly [18]. Being neither field-normalized nor
cross-provider equivalent, these values support ranking only
within the assembled corpus.

Co-citation and coupling answer different questions. The co-
citation map reflects references that later papers repeatedly place
together, so its clusters indicate a shared intellectual base.
Coupling depends on the reference lists of current documents
and responds more quickly to new problems. The recent
coupling front contains a visible 2024 to 2026 layer even though
those records have had less time to accumulate citations. That
layer sits apart from the historical base in the map, a separation
of reference profiles rather than a measure of influence.

E. Temporal Bursts and the Color-Explicit Design Subset

Sixteen keyword burst intervals and seven DOI-normalized
cited-reference bursts were detected. Early keyword bursts were
broad and persistent: intervention ran from 2009 to 2020 with
strength 6.23, internet from 2009 to 2017 with strength 4.47, and
technology from 2012 to 2016 with strength 4.22. Later bursts
became more methodological. Validation ran from 2020 to 2023
with strength 5.83, while mobile phone ran from 2021 to 2023
with strength 5.25. Female, male, artificial intelligence, and
qualitative research appeared as short bursts in 2025. These are
indexing and publication fronts, not direct evidence of design
effectiveness.

The normalized reference bursts trace a parallel
methodological shift. A mobile application rating reference
peaked in 2022 [21]. GAD-7 burst from 2020 to 2022, and the
digital mental-health engagement review from 2021 to 2022
[25], [27]. REDCap rose in 2023 and 2024, showing increased
citation visibility for standardized data infrastructure [26].
UTAUT produced a 2024 burst, marking renewed attention to
adoption theory [24]. Two shorter bursts concerned application
assessment and public-health implementation. The System
Usability Scale did not remain a burst after DOI variants were
collapsed, correcting the earlier duplicate-sensitive result.

The burst sequence moves through three emphases. Early
fronts concerned whether mobile technology could deliver an
intervention. Middle-period fronts emphasized acceptability,
psychometrics, and validation. The latest fronts concern how
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digital services are implemented and experienced by more
specific user groups. Color formed no independent burst at any
stage, and its terms stayed embedded in usability, visualization,
accessibility, and experience studies.

Temporal fronts and age-screened design evidence

Keyword bursts end in 2025; design evidence follows the locked

A. Strongest keyword bursts
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Fig. 7. Temporal fronts and age-screened color evidence.

as not linked to task performance.

Fig. 7 brings temporal fronts and design evidence into one
view while keeping their denominators separate. Panel A plots
the ten strongest keyword bursts from the complete-year corpus
through 2025. Panel B shows the evidence tiers derived from 41
color-term candidates, followed by five nonexclusive
characteristics of the ten primary records: full-text availability,
color isolation, direct safety relevance, preference-to-
performance linkage, and isolated safety endpoints. The panel is
an evidence-boundary summary rather than a causal-effect
display.

TABLE III. AGE RELEVANCE AND EVIDENCE TIERS IN THE COLOR TERM
CANDIDATE SET
Boundary Result and interpretation

Primary older-adult 10 (6 full text; 4 abstract): main design evidence

Mixed-age evidence 3 (2 full text; 1 abstract): no separate older result

Contextual 1 abstract-level scoping review
Excluded 27 of 41: 24 noneligible, 2 contextual-only, 1 unverified
Primary bridge 5 of 10; no fully isolated color-only effect
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Table III formalizes the boundary shown in Fig. 7. Ten
records met the primary older-adult criterion, including six
coded from full text and four from the most complete abstract-
level record. Three mixed-age studies entered sensitivity
interpretation; two were supported by full text and one by
abstract-level evidence. One abstract-level scoping review
remained contextual. The other 27 records comprised 24
noneligible studies, two target-only contextual exclusions, and
one unverified title-level record. This tiering prevents the 41-
record candidate layer from being interpreted as a homogeneous
older-adult evidence set. Study-level fields for all 14 retained
records are provided in Supplementary Table S1.

Five primary color-and-emotion bridge records addressed
distinct design functions. Falls-risk feedback combined color
with text, icons, and texture [31]. Multimorbidity telemonitoring
used a multicolor risk indicator within a complete risk-and-
notification workflow [32]. An ePHR study modeled color and
icon features as a bundled predictor of usefulness, ease of use,
and intention [33]. The A-Kano study embedded bright color
within a broader emotional-design package [34]. In the eye-
tracking experiment, navigation depth explained more than
color, although blue supported more efficient visual exploration
[35]. The remaining primary studies examined interface
preference [36], accessible color information [37], medication-
support themes [38], telepresence contrast [42], and patient-
portal legibility for older migrants [44]. Mixed-age evidence
concerned graph framing, tuberculosis support, and caregiver
self-care [39], [40], [41]. One scoping review remained
contextual [43].

Across the resolved matrix, legibility and redundant
information were recurring design concerns [31], [37], [42],
[44]. Other studies used color for risk status, information
hierarchy, navigation, aesthetic preference, or affective tone
[32], [34], [35], [36], [38]. These functions imply different
mechanisms. Contrast may affect detection, categorical color
may affect comprehension, and a palette may influence stated
preference. Combining them under one generic color effect
would obscure both task and risk.

The causal evidence remained thin. Eight of the ten primary
records coded color as not isolated, one as partially isolated, and
one as unclear. Nine did not provide an interpretable preference-
to-performance test; the remaining study tested the link but did
not support it. Five records were directly relevant to safety-
critical use, although their outcomes belonged to broader
interface or service workflows. None produced a fully isolated
color-safety estimate.

V. DISCUSSION

A. A Broad User-Experience Field with a Thin Color Layer

The focal corpus reveals a recognizable bibliometric
structure: an international literature concentrated in a small
source core and organized around usability, mental health,
telehealth, acceptance, and digital service delivery. Its color-
specific layer is much smaller than the surrounding affect
vocabulary. Resolving candidate records at study level therefore
changes the interpretation from topic visibility to documented
design evidence. That distinction prevents a prominent metadata
term from being treated as participant-level support.
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The temporal record helps explain that thinness. Color never
formed an independent keyword or citation front; its terms
stayed embedded in usability, visualization, accessibility, and
experience studies. A variable reported only inside something
else accumulates neither shared terminology nor comparable
measurement, which is the condition the evidence matrix meets
at study level.

The primary studies show why color is better understood
through interface function than through a fixed emotional
symbol. Accessibility work emphasizes contrast and
redundancy [31], [37], [42], [44], while preference and
acceptance studies describe stated utility or intention [33], [36],
[38]. Risk-status work places color inside a larger decision
workflow [32], and the eye-tracking evidence concerns search
and trust, with navigation structure explaining more than color
[35]. Affective constructs are often invoked without a validated
affect measure, and color is rarely manipulated alone. The
literature therefore supports testable design hypotheses and
reporting standards rather than a claim that one hue is inherently
calming, trustworthy, or safe for older users.

B. Implications for Design Evidence and Reporting

Future studies should define the function of color before
testing an interface, because each function implies a different
design and a different endpoint. A legibility manipulation
requires luminance contrast, typography, viewing distance, and
task-performance outcomes. A semantic-alert study requires
redundant coding, error costs, and comprehension measures. An
affective manipulation requires specified color coordinates and
a validated emotional outcome.

TABLEIV. PROPOSED RESEARCH RECOMMENDATIONS
Observed Minimum design Proposed validation
reporting issue specification outcome
Color not | Report color space and | Replicable visual
quantified coordinates condition
Report luminance ratio and | Recognition erTor.
Contrast absent port u gnution, >
text size completion time
Affect weakly | Use a validated affect | Valence, arousal, trust,
measured measure or stress
. i illuminati Transferabili
Context omitted State device, illumination, rans erability  across
culture settings
Color carries | Add text, shape, icon, or | Safety and
meaning position comprehension

Table IV translates the reconciled evidence matrix and its
reporting gaps into proposed research recommendations, and
reproducibility comes first among them. A named hue such as
blue cannot define an experimental condition when displays
render different luminance and saturation. A reproducible record
specifies the color space and coordinates, foreground and
background, contrast ratio, text size, device and screen settings,
and ambient illumination; screenshots may supplement those
values but cannot replace them. Because older adults meet the
same interface under different screens, lighting, and visual
capabilities, that context belongs in the record too. WCAG 2.2
offers an accessibility reference [30], yet conformance stops
short of empirical testing with intended users, and cultural
context deserves equal attention because color meaning is
learned and situated.
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Outcome alignment matters just as much. Legibility claims
need recognition, error, completion-time, or visual-attention
evidence, and affective claims need a validated measure of
valence, arousal, trust, or anxiety. Adoption, preference, and
satisfaction remain useful secondary outcomes, but they cannot
stand in for perceptual performance or safety evidence. Critical
meaning needs redundancy for the same reason: color can carry
hierarchy and rapid scanning, yet a critical state should stay
legible through text, shape, icon, position, texture, or sound
whenever color perception is uncertain. A rigorous evaluation
tests that redundant representation instead of merely mentioning
it.

C. Methodological Implications for Bibliometric Studies

Corpus architecture shapes what the analysis can claim. An
intersection search would hide the surrounding user-experience
literature, whereas a single undifferentiated corpus would let
broad affect vocabulary obscure the smaller color-specific layer.
Separate denominators preserve context without inflating design
evidence, and the same architecture can support other narrowly
reported interface variables.

Provider heterogeneity nevertheless limits comparability.
All five databases ran the same four conceptual blocks, but field
scope and export depth varied, so citation and affiliation
coverage differ by provider. Removing the nine PubMed-only
records produced only small changes in annual counts and
ranking structure. The map is stable to that difference while
remaining an assembled corpus rather than a field-neutral union
of databases.

D. Toward a Cumulative Evidence Program

A cumulative program begins with  descriptive
standardization. Authors can name the function of color, state
whether it was manipulated or merely present, and report the
values that reproduce it, adding such fields to existing checklists
without requiring a new theory of color. Retrieval depends on
the same discipline: color is often visible in an interface yet
invisible in its bibliographic description, so abstracts and
keywords should identify color wherever it is manipulated,
evaluated, or wused to carry meaning, with structured
supplementary fields holding the numerical detail.

At a more demanding level, studies need mechanism
isolation. When palette, contrast, iconography, wording, and
layout change together, no outcome can be attributed to color. A
stronger experiment varies one color property while holding
semantic content and geometry stable, and factorial designs can
test whether lightness, saturation, or hue interacts with task
urgency, age-related vision, or affective framing. Manipulation
checks should confirm that participants perceived the intended
difference before preference or performance is interpreted.

The outcome layers should also be kept apart. Perceptual
outcomes include detection, discrimination, reading speed, and
visual search; behavioral outcomes include errors, completion,
adherence, and recovery from mistakes; affective outcomes
include valence, arousal, trust, anxiety, and comfort; clinical
outcomes usually require longer follow-up. Separating them
keeps a favorable preference rating from being read as evidence
of safer or more effective use.
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Age heterogeneity deserves its own analysis, since
chronological age describes neither contrast sensitivity, color
discrimination, and digital literacy nor health status and cultural
interpretation. Studies should record the user characteristics
theoretically linked to the visual task. Samples rarely support
every subgroup, yet planned stratification and transparent
uncertainty are preferable to a single assumed older-adult
response, and cross-cultural replication matters most where
color carries evaluative or risk meaning.

Laboratory evidence also needs an ecological bridge.
Controlled screens provide precision rather than the variable
illumination, distraction, fatigue, and device settings of daily
use. Promising effects should move to field deployment with
predefined stopping rules for safety-critical interfaces, and
longitudinal work can show whether an initial affective
advantage sustains use or fades with novelty.

Such a program also depends on collaboration. The country
network shows capacity for international work, and source
concentration identifies journals able to normalize better
reporting, so design researchers can specify visual variables,
clinicians define error costs, and human-factors specialists align
outcomes with tasks. The present color matrix offers a starting
codebook for that shared language.

For practitioners, the evidence supports a conservative
principle that follows the same function-first logic. Endpoints
should match the function color serves: search time, route errors,
and recall for navigation and hierarchy; detection,
comprehension, and error severity for alerts or medication
status; and measures separating immediate liking from trust,
comfort, or sustained engagement for affective uses. Color can
strengthen grouping, salience, identity, and tone, but it should
never be the sole carrier of critical information, so design
systems should record accessible defaults, redundant cues,
tested display conditions, and the circumstances justifying a
visual variant.

The bibliometric maps indicate where such standards could
diffuse. A small group of sources publishes a large share of the
literature and international collaboration is substantial, which
makes the source core a plausible site for reporting
improvement, though concentration alone says nothing about
design quality. The long tail matters equally, since terminology
drift is strongest there: a study calling its manipulation a theme,
a display setting, or an aesthetic preference leaves no durable
keyword, and later retrieval loses the record.

VI. LIMITATIONS

The first limitation is unequal search and export depth. As
Table I records, Web of Science supplied full records and cited
references; Scopus, IEEE Xplore, and ACM were represented
largely by result-list metadata; and PubMed matched within title
and abstract. Country, institution, citation, and reference
networks are consequently shaped more strongly by records
with richer fields and by documents found in several databases.
The PubMed-only sensitivity analysis showed stable leading
sources and keywords, though the five interfaces remain distinct
instruments, and the maps describe the assembled corpus rather
than each provider's complete native network.
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Record linkage introduces a separate qualification. DOI and
conservative title evidence were used, and the corrected audit
replaces the nonresolving provider DOI in cluster CE-00953
with 10.2196/52442. Records without stable identifiers may still
remain separate, and citation values are maximum provider
counts captured in July 2026 without field normalization.
Author and institution analyses rest on normalized strings rather
than ORCID or registry identifiers. The entity audit in Section
IV.B shows the cost: address-field fragments split institutions,
plausible normalizations can merge distinct ones, and the two
parses correlate at tho = 0.759 across the published top thirty.
The three leading institutions survive both parses, so rankings
deserve confidence at the top and caution below it.

The color matrix has its own constraints. Full text was
available for 23 of 41 candidates, so the remaining 17 abstract-
level records and one title-level record support less detailed
inference. Polysemy and incomplete indexing can alter
discovery. The coding protocol improved reproducibility for
population and inclusion decisions, yet agreement under one
codebook establishes consistency rather than causal validity.
The classifier audit adds a second boundary: precision of 0.880
marks the affect stream as deliberately inclusive, and the verb-
sense false positives stay identified in S5, so their effect remains
traceable. That margin leaves the color layer untouched.

Time and modeling choices add further uncertainty. The
2026 records cover January to July, are reported separately on a
monthly basis, and stay outside burst detection. The three
thematic periods have unequal duration and volume, because
they represent publication phases rather than comparable
exposure windows. Change-point testing reproduces the 2023
boundary but places the first anywhere between 2012 and 2018
depending on scale, so the phases function as reporting windows
rather than detected regimes. Network appearance likewise
depends on thresholds, counting, and layout; the stability
analysis separates central nodes, which held in every
configuration, from cluster boundaries in the denser semantic
maps, which moved with resolution. Records with unverified
age or interface-color evidence were excluded rather than
imputed, trading sensitivity for interpretability. Future updates
should obtain the remaining full texts, preregister the coding
protocol, and test whether an external team reproduces the
resolved classifications.

VII. CONCLUSION

This five-database study maps 941 focal records around
older adults' health applications, user experience, interaction
design, color, and emotion. Output rose sharply, a digital-health
source core became visible, and collaboration extended across
countries, while usability, mental health, telehealth, acceptance,
and service implementation organized the conceptual and
intellectual  structures. Auditing showed where those
descriptions hold: central network nodes and the leading
institutions survived changes of parameter and parsing, whereas
semantic cluster boundaries and the earlier phase boundary did
not. The temporal results indicate growth and differentiation;
theoretical and methodological maturity remains an open
question.
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Color forms a small and uneven evidence layer inside that
corpus. The resolved matrix retained ten primary older-adult
studies, three mixed-age studies, and one contextual review, and
only five color-and-emotion bridge records qualified as primary.
Reported functions ranged from legibility and risk
communication to navigation, preference, and affective tone, yet
most studies changed several interface features at once, so the
links from preference to performance and from color to safety
remain unresolved. Stronger evidence requires reproducible
color values, a defined health task, redundant critical cues,
measures matched to the proposed mechanism, and explicit
limits on causal attribution.

SUPPLEMENTARY MATERIALS

All supplementary files are openly available through the
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Supplementary Table S1 gives the study-level evidence matrix
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reproduces the five database expressions with their field tags,
limits, execution dates, and result counts, and reports the
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construction parameters, S4 the stability matrix and change-
point tests, S5 the record-level classifier audit, and S6 the entity-
identity audit.
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